Process Management in Beowulf Clusters
Introduction

· Beowulf project began in 1993
· Incepted by David Becker & Thomas Sterling

· Was partially funded/supported by NASA

· Intended to be a reduced cost alternative to current supercomputers (Hawick)
· Modern day use of the term Beowulf cluster often refers to any cluster of computer systems, this is not specific to one operating system, configuration, process management or other configuration (Hawick)
· The main feature that distinguishes a Beowulf cluster from other clusters is that the slave nodes typically have no monitor, keyboard or I/O devices as they are all controlled by the master and serve no other purpose. Eg, a user wouldn’t be sitting at a terminal and using a slave machine while it did other work in the background.

Functionality

· In order to understand how process control works we need to understand more about what a Beowulf cluster is

· Intended to be a reduced cost alternative to current supercomputers

· Built from multiple off the shelf desktop computer systems

· One such system performs control & task allocation functions (becomes master node)

· Other systems are ‘slave’ nodes that do processing work

· Communication between nodes is typically via Ethernet or fibre channel networks.

· Control....

· Typically the master node hands out ‘packets’ of work to be completed by each system

· The slave node completes its allocated unit of work and submits the result back to the master node

· Issue: if a task from one node is required before other work can continue, the other nodes will be sitting idle for a period of time waiting...

· Due to this tasks that are undertaken on clusters must be ‘parallel’ that is, tasks that can be split into many units of work that can be completed simultaneously and independently of eachother.
· Example of something that fits the parallel idea: password cracking (divide keyspace between nodes).

Cluster Management Components
Three main components used to manage processes in a cluster

· Job Scheduler

· Dictates which resources will be allocated to individual jobs and at what times
· Jobs consist of multiple processes

· Example: Condor

· Process Manager

· Responsible for starting/stopping processes

· Provides services to processes

· Parallel Library

· Provides means for communication between processes & threads

· Example: MPI

Process Management
In order to explain the way in which process management works we will illustrate the path that a single job takes from start to completion. 
· User inserts job into queue
· Job includes:

· Name of task

· Resources required: memory, hard disk space, specific files

· Execution information: command(s) to execute

· Job Scheduler waits until the required resources are available, this can be instant or take a period of time depending on the current jobs running and the length of the queue for the required resources

· Job Scheduler moves required files/data (if any) to the node(s) to be used for the job

· Job Scheduler hands job to process manager

· Process manager executes the threads on the various nodes as required

· During execution communication between the jobs and the process manager are provided by the Parallel library, this allows for information to be passed between nodes, in the case that data from one node is required by another node in order to complete its part of the task
· Once the job is complete the process manager cleans up any remaining unused files and provides output to a location specified by the user

Conclusion

· Beowulf clusters were created to address the need for cheaper supercomputers

· Each computer forms a ‘node’

· 2 types of node, slave & master

· Processes are controlled by a job scheduler, process manager and communication between nodes is provided by a Parallel Library.

· Clusters are good.

Hawick, K., Grove, D., & Vaughan, F. (1999). Beowulf-a new hope for parallel computing.
http://www.ibiblio.org/pub/linux/docs/HOWTO/archive/Beowulf-HOWTO.htmlRadajewski, J., & Eadline, D. (1998, 22 of November). Beowulf HOWTO Retrieved 12th of April, 2009, from 


