This source is largely non-technical and discusses the components of a process management system: the job scheduler, the process manager and the parallel library. The process management content of this journal article is specific to clusters. (Butler)
Butler, R., Gropp, W., & Lusk, E. (2001). Components and interfaces of a process management system for parallel programs. Parallel Computing, 27(11), 1417-1429.
This conference paper is a discussion of extensions to MPI (a parallel library) proposing to allow for additional processes to be spawned dynamically as part of a job. It is quite technically detailed and explains about the job scheduler, process manager and parallel library. (Gropp)
Gropp, W., & Lusk, E. (1995). Dynamic process management in an MPI setting.
At the time this paper was written, there was an increase in the popularity of Beowulf clusters, providing discussion. This paper also discusses the economics of implementing Beowulf clusters (such as the cost per machine) and talks about the performance of different configuration of these clusters. It is well written and thought out, but quite outdated being ten years old. (Hawick)
Hawick, K., Grove, D., & Vaughan, F. (1999). Beowulf-a new hope for parallel computing.
This conference paper discusses the way that BProc (a kernel management extension) operates and goes into detailing how it is the core management system in Beowulf clusters. This paper is a valuable source as it is written by the person who proposed/implemented the system. (Hendricks)
Hendriks, E. (2002). BProc: The Beowulf distributed process space.
This journal article explains the way in which clustered operating system distributions tend to operate, comparing numerous clustered operating systems. It takes a detailed look into the strengths and weaknesses of each of these clustered operating systems. There is also a helpful diagram of cluster middleware. (Imamagic)
Imamagic, E., & Žagar, D. Cluster Distributions Review.
This paper is very useful with its examination of resource management systems used in high performance clusters. It goes into great depth explaining how each of the components of management systems interact and discusses security, access rights, scheduling, process management and job control. (Jones)
Jones, J., Nitzberg, B., & Henderson, B. (2001). Workload management: more than just job scheduling.
This website looks at the history of Beowulf clusters including details of the inception of the project, along with the people and the companies involved. It looks at technical requirements and how they shaped the project, as well as talking about the reason the project was created. It also discusses the community’s continuation of the project. (Merkey)
Merkey, P. (2007). Beowulf History.   Retrieved 12th of April, 2009, from http://www.beowulf.org/overview/history.html
This article examines the changes in Beowulf technology over time. It discusses BProc (a kernel management extension) and talks practically about changes in implementation and how they can be used to make better use of Beowulf clusters. (Otero)
Otero, G., & Ferri, R. (2002). The beowulf evolution. Linux Journal, 2002(100).
This article outlines the ‘next step’ after Beowulf clusters. It suggests that Beowulf clusters become too difficult to manage once they leave the realm of ‘hobbists’ and discusses variations of these clusters that provide increased management functions to allow for larger and more serious clusters to be properly utilised. It provides a good overview of cluster management systems. (Papadopoulos)

Papadopoulos, P., Bruno, G., & Katz, M. (2007). Beyond beowulf clusters.
This web page is a technical document explaining how to: set up a Beowulf cluster, write software for Beowulf clusters and manage jobs for Beowulf clusters. It is very user and administrator oriented and does not concern itself greatly with with the underlying processes that allow clusters to work, instead aims at explaining how to make use of the technology. (Radajewski)

Radajewski, J., & Eadline, D. (1998, 22 of November). Beowulf HOWTO Retrieved 12th of April, 2009, from http://www.ibiblio.org/pub/linux/docs/HOWTO/archive/Beowulf-HOWTO.html
This paper discusses the use of Beowulf clusters for space simulation purposes with discussions in the underlying technology (both in terms of physical hardware and in terms of software) that allow Beowulf clusters to operate. It discusses the limitation of Beowulf clusters and provides an in depth explanation of the way in which operating systems implement clustering features. (Ridge)

Ridge, D., Becker, D., Merkey, P., & Sterling, T. (1997). Beowulf: Harnessing the power of parallelism in a pile-of-pcs.
This book provides an explanation of what a cluster is, how it works and how to implement said cluster. It focuses on the CONDOR and MPI software and provides a good explanation of the scheduling and MPI features, however doesn’t provide much else about process management. It provides a good amount of detail, but is fairly specific to a few different implementations.

Sterling, T. (2002). Beowulf cluster computing with Linux: MIT Press.
